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Abstract

The spherical harmonics (SPHARM) approach has been
used for the representation of shapes in many types of
biomedical image data. e propose a SPHARM-based sim-
ilarity comparison for shape sequencesthat allowsfast sim-
ilarity searches for dynamic objects and demonstrate it us-
ing 3D images of a beating heart. By using spherical har-
monics to extract a small number of features that represent
cardiac shape in each sequential state, we enable indexing
and pruning of database entries with a multidimensional
index tree (e.g. R*-tree) for fast retrieval. Our approach re-
lies on obtaining selected landmarksto allow normalization
within and between sequences. Thisframeworkisextensible
to other application domains.

1. Introduction

As the volume of digitized information objects is rapidly
growing, there is a rising demand for effective image
searching tools based on similarity search. Shape is a
widely used visual feature to describe image content [11]
and image change. Identifying small shape changes in an
image is of importance in many applications, such as med-
ical imaging, to denote pathology, security, to denote ob-
ject tracking, biology, to denote molecular changes, and
other applications. In spite of the importance of change in
recognizing an image, a complete mathematical model of
how humans perceive shapes and detect shape similarities
is lacking. It would be desirable to have a model that in-
corporates many different shape measures for shape based
information retrieval [4].

Three dimensional shape models are useful for many
purposes; in medicine, these include deriving functional in-
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Figure 1. A shape-based similarity retrieval framework.

formation and classifying different pathological symptoms.
Our own work has focused on relating the shape sequences
of an active heart to pathologies and the effects of therapies.
We designed our approach around the need for fast retrieval
(Fig.1) for similar shape sequences, with the potential for
extension to disease classification based on heart dynamics.

2 Shape Retrieval for Cardiac MRI

Cardiac MRI captures 3D images of the heart during
its normal operation, with acquisition timed according to
heartbeat frequency so that a fixed number of images are
acquired during each heartbeat. In this work imaging was
performed on a 1.5 Tesla scanner (Genesis Signa, GE Medi-
cal systems) with flip angle 20° and slice thickness of 5 mm,
producing sequences of cardiac images in DICOM format.
Each sequence consists of 20 volume images that together
represent one complete heartbeat cycle.



2.1 Sphericalharmonics (SPHARM) descriptors

Spherical harmonics functions have certain mathemati-
cal properties that make them attractive for surface mod-
eling [6, 9]: orthogonality, completeness, and ordering in
spatial frequency. Since the shapes of heart and ventricular
are close to ellipsoid, spherical harmonics descriptors are
reasonably used to describe their shapes [8].

We adopt the SPHARM expansion technique [3] to cre-
ate the shape description for cardiac 3D surfaces. In this
section we give a summary of this method. Since the oper-
ation of the main cardiac chamber, known as the left ven-
tricle, is critical, we apply SPHARM analysis to both the
external cardiac surface and the surface of the left ventricle.

The two cardiac surfaces (6, ¢) are expressed [10] as
a linear combination of spherical harmonic basis functions
Y™ (0, ¢) of varying order [ and degree m (see the visual-
ization examples of our experiments in Fig. 2):
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6 € [0, ] is the polar angle and ¢ € [0, 27) is the azimuthal
angle. The spherical harmonic basis functions are defined
as:
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where P/™(cosf) are associated Legendre polynomials
(with argument cosf) that is defined by the differential
equation
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where [ and m are integers with — < m > [.
2.2 Normalization

One common problem is that shapes are often described
in arbitrary units of measurement and in unpredictable posi-
tions and orientations in 3D space. As a prerequisite for any
shape similarity calculation, a normalization step is neces-
sary in order to transform each shape into a canonical co-
ordinate system. Using this procedure, we can compare
shapes with different translation, rotation (orientation), and
scaling of an original model. In our cardiac application, the
normalization step serves two purposes. First, it ensures
that different 3D cardiac shapes will be comparable regard-
less of their acquisition (short-axis, long-axis, or other scan
orientation). Second, it compensates for size differences
and for the translational and rotational motion that occur
during the heartbeat cycle, ensuring that different hearts
(with different sizes and translational and rotational charac-
teristics) will remain in alignment at every stage when their
sequences are compared.
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Figure 2. SPHARM descriptions. On the left is a visu-
alization of the spherical harmonics basis functions, which
are the real parts of Y;. [ is from 0 (top) to 9 (bottom), and
m increases from 0 (left) to I. The right figure describes the
reconstruction of a left ventricle using degrees 1, 3, 6, and
10 (from top to bottom and left to right).

2.2.1 Alignment

During the heart cycle, the heart not only dilates and con-
tracts, but also rotates within certain small angles. Given a
set of shape sequences, we need to first align all the shapes
within the same sequence, and then align the different se-
quences. This can be done efficiently if landmarks are de-
fined at the locations of papillary muscles on the surface of
the left ventricle; these muscles are the only structures that
can be clearly discriminated from the ventricle (and heart)
surface. Using the landmarks as guides during a rigid body
rotation, the ventricle shapes (including the heart that con-
tains the corresponding left ventricle) are aligned.

2.2.2 Scaling

Since we are interested in measuring shape differences, an
appropriate scaling method has to be defined in a fast and
accurate way. Because the moment at the end of diastole
is the most important one in medical analysis during heart
cycle, we normalized the diastolic shape volume of every
time sequence shape data. After that, every time sequence
gain a scaling factor f,, and the other new SPHARM coeffi-
cients can be achieved by dividing all the coefficients by the
scaling factor f,. Note that the computation of shape differ-
ences without any scale normalization sometime can exhibit
difference between small and large objects even though they
have the same shape properties, and these results may help
us to understand some clinically relevant cases. To achieve
this, we save all original object volumes of the sequence in
our feature vector in order to do volume similarity or other
analysis in the future.

After the above steps, a set of normalized coefficients are
obtained that form a comparable shape descriptor for each
cardiac surface.
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Table 1. The coefficients ¢ of spherical harmonics de-
scriptor for left ventricle in our experiment.

2.3. Feature extraction

As with a Fourier representation, we can approximate
r(6, ¢) by truncating the series of spherical harmonic coef-
ficients to a finite number of terms. An upper limit, L, can
be chosen to give a desired level of resolution. Thus

r(0,0) =Y Y "V"(0,6).

The coefficients ¢j* are estimated by solving a set of lin-
ear equations. An approximate cardiac surface (using ver-
tices and a mesh) can be reconstructed using any number of
these coefficients, with more coefficients providing a more
detailed and accurate reconstruction than fewer. An exam-
ple of the absolute values of the SPHARM coefficients in
our experiment (up to L = 3) is given in Table 1. Note
that each increasing order (1) supports more degrees (m), as
explained in Section 2.

We collect the first L orders (i.e, L + 1 rows) of coef-
ficients of every object as vectors r in the spatial domain.
We assume that every shape sequence is composed of a par-
ticular number, s, of shapes: in our cardiology application,
s = 20 as 20 successive heart shapes are recorded on the
time axes during a heart cycle. The feature vector repre-
senting the shape sequence, r;, is created from from all s
shapes in a sequence. This entails combining s heart shape
models, including all the coefficients vectors r/, together
with the volume r}:
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Feature extraction of these shape sequence vectors is ef-
ficient. During our experiment, on a PC with an 2.40 GHz
pentium IV processor and 512 MB RAM running Windows
XP, the average time for extracting feature vectors for a sin-
gle sequence with L = 128 is about 23 seconds.

3. Description of indexing approach

Fig.1 illustrates our similarity retrieval framework for the
spatio-temporal cardiac shape data. We use the Euclidean
distance as the distance function bewtween surfaces. For-
mally, for two surfaces given by v (s) and va(s), we define
their distance D (v1, v2) as

D(vn,2) = ( 74 | on(s) — va(s) | ds)V/2

If this distance is below a threshold ¢ defined by user, we
consider the two shapes identical with respect to this thresh-
hold.

Each cardiac shape sequence of our dataset is trans-
formed to a point in an f-dimensional space (described in
section 3.1). When a query is given, it is also mapped to a
point into the f-dimensional space. And the most similar
shape sequences are found by the Euclidean distance com-
putations.

Algorithm 1 The generic algorithm
R*-tree search: R*-trees provide us the fast search. The
result is a set of matching shape sequence (possibly in-
cluding some incorrectly matched sequences).
False filtering: For each of the above obtained shapes
set,

1. if query is a shape sequence, the distances (length
is L, not f) between those shape sequences and the
query are computed,;

2. if user only focuses on the diastolic shape, the dis-
tances between those shapes and the query shape are
computed.

If the distance is less than the tolerance ¢, the correspond-
ing shape or shape sequence is in the answer set.

3.1 SPHARM-index structur e

During the cardiac shape study, the end of diastole case
is considered in particular, as many pathological symptoms
appear at this moment (e.g. dilated, constricted, and re-
strictive cardiomyopathy). In other terms, the most dif-
ferences between two shape sequences exhibit at diastolic
shape. And a query always is a shape sequence or a shape
of the end of diastole (only such shapes are used in user’s
study). Approximately we index the shape sequence by the
diastolic feature vectors. Many methods can be used for our
index structure, such as R-tree [7], R*-tree [1], X-tree [2].
We only keep the first few (f << L) coefficients of dias-
tolic feature vectors, and each sequence is mapped into a
point in an f-dimensional space. The R*-tree holds an f-
dimensional vector for each shape sequence. Because the
first f spherical harmonics coefficients are used for index-
ing, we call this method as SPHARM-index structure.

3.2 Search strategy

Queries of both shape sequences and representative
shapes (e.g., diastolic shape in cardiology) are of interest.
Here, we focus on finding shape sequences within a toler-
ance ¢ of a given sequence.



Given two shape sequences and their representations un-
der the SPHARM-index structure of Section 3.1, it is desir-
able to show that the index structure does not introduce any
problems in calculating similarities. Lemma 1 shows that
the distance in feature space (i.e., using a SPHARM-index
representation with limited components) should match or
underestimate the Euclidean distance between the original
sequence of cardiac surfaces. Thus, our data reduction may
introduce false alarms, which must be dealt with in post-
processing, but will not omit correct matches [5]! The
whole search process is outlined in Algorithm 1. A similar
proof can be used to demonstrate that corresponding subse-
quences of a similar (within £) sequence are also similar.

Lemma 1 The SPHARM-index introduces no false dis-
missals.

Proof: We define the Euclidean distance of two surfaces
vy and va as Doyject, and the Euclidean distance for a cor-
responding feature space with a selected number of dimen-
Sions as D fequre. Let H(v1) and H(v2) be the portions of
vy and v, that are cut for indexing. We wish to show that
for

Dobject (’Ula UQ) <e
it is also true that
Dfeature (H(Ul)v H(UQ)) <e.

The spherical harmonics basis functions are similar to
a Fourier basis, and their orthogonality allows the use of
Parseval’s theorem [10]:
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Because we only use f << L coefficients to calculate
the feature space distance, we have:

|Dfeature(H(v1)aH(UQ))|2 = Z Z |C?1I - Cg ?
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The Euclidean distance of two surfaces

= ( lloa(s) = vas) | )

D(v1,v2)

implies
Dfeature(H(vl)a H(UQ)) S D(Ula UQ) S £

and therefore the SPHARM-index will return all feature
vectors, plus potentially some false matches. That is to say,
the query result is a superset of the correct. L]

4. Conclusion

This paper presents a framework for similarity measure-
ments between sequences of shape descriptors, with par-
ticular reference to automated analysis of the heart. The
required normalization and feature extraction steps are cur-
rently slow, but searches on indexed data are quite fast. Fu-
ture work will accelerate normalization and feature extrac-
tion and focus on complete data mining tools, combining
the shape feature vectors used here with additional features
and with clinical outcome data.
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